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Introduction

The reason why statisticians have hard time communicating the concept of random and fixed effects to social science researchers is that the adjective random is not the opposite of fixed, while the opposite of fixed is not random. It is not like hot water and cold water where hot is the opposite of cold and cold is the opposite of hot. Only in statisticians' minds are they opposites--probably because they have said the words so many times in their training.  (Or is this because in the HLM software we click ON to add a random term and we click OFF to FIX the slope?  Strictly speaking we should be able to add an error term as fixed effect also!)

            My conclusion is this.  Instead of thinking FIXED and RANDOM as making a dichotomy, think of two decision rules:

1st decision: do you want the slope to be common to all subjects or different by groups. 

2nd decision: do you want to use Bayesian shrinkage to obtain the overall effect (by assuming that the distribution of effects is random)?

To situate our talk in a concrete situation, let's think of a hypothetical situation where we have data from 100 schools and we are modeling students' achievement scores using race (minority versus non-minority).  The equation would look like this:

Level1:Math Score= b0 + b1*Race + error

Level2: b0=g00 + error00

Level2:b1=g10 + error10

Or combined model (level2 equations inserted into level1) will be:

Math Score=g00 + b10*Race + error00 +error10*Race + error

Let's focus on the decision regarding whether to make the race effect fixed or random.  That is the choice between:

A) Race slope random

Level1:Math Score= b0 + b1*Race + error

Level2: b0=g00 + error00

Level2:b1=g10 + error10

OR 

B) Race slope fixed

Level1:Math Score= b0 + b1*Race + error

Level2: b0=g00 + error00

Level2:b1=g10

First Argument

The choice we need to make is not between fixed effects and random effects. But, when we actually run HLM using software, such as HLM or SAS PROC MIXED, it is true that the choice seems exactly that.  But conceptually, we have to think of this decision process in terms of two separate decisions.  First is whether the slope is common (the same) or different.  The second is whether you want to use statisticians’ great invention called Bayesian Shrinkage (by assuming that the different slopes are distributed randomly).

1st decision: common or different

Just be scientists with substantive interests in the issue of educational opportunity. What you need to decide is whether the effect of race should be the same (common) for every subject, or if it should differ by schools. The choice should not be between FIXED OR RANDOM. 

After I wrote above, I also came up with a slightly different version of stating the same thing.  Let me try the same explanation but in a slightly different way.  Actually this is more similar to the description given in the SAS manual when it describes random effects and fixed effects (http://www.id.unizh.ch/software/unix/statmath/sas/sasdoc/stat/chap69/sect11.htm)

Alternative version of the 1st Decision: Do you want to get THE average race effect or THE average of school-specific race averages.

Imagine we asked the participants of this data to come together in a large stadium.  If we want to get THE average of race effect, I’d ask minority students to be on the right side of the field, while I ask white students to go to the left side of the field.  And then get the average math scores of these two gigantic group and call the difference race effect.  (And I think this is the same as saying that the race slope is common for everyone.)
The other approach is to ask them to form groups by schools.  And then I get each groups’ average.  I take out my hand calculator and get the AVERAGE of the group averages.  Now, this is not the same as saying “slopes are different by school.”  It is not a matter of whether the slopes are the same or different.  But this depends on how we see the social phenomenon related to race.  In other words, the reason why I would want to take this approach is to make sure that the race phenomenon exists in each of these schools and treat it as context-embedded phenomenon.  Even when the groups’ averages are identical, I still may want to do it this way just because I feel that the social phenomenon related to race occurs in the school contexts that observations come from.
Foods for thought:

· What if all minority students go to different schools than white students.  In this case, we have no choice but to take the first approach?  (I’d think the average-of-averages-approach is not possible)
· What if all schools have a mix of minority and white students.  (I’d want to do the-average-of-averages approach because the race effect emerges from the specific contexts.)

Which is the correct 1st decision?
· 1st decision: common or different

OR

· Alternative version of the 1st Decision: Do you want to get THE average race effect or THE average of school-specific race averages.

Imagine, working with the first decision rule (common or different) you decided that the race effect should differ by schools according to the first decision rule. This may be because you know from the literature that the implication of race is different in different school contexts. Or maybe because you tried it and the race slopes in fact varied by schools.

Or according to the alternative version of the first decision rule, you decided that you like the average of school-averages as opposed to THE average based on the whole sample.  This is because you felt that in each school you wanted to see the race phenomenon occurring and wanted to be sure to measure it at each school.  And then you want to know the central tendency of the things that are occurring in the 100 schools.

What is the next step????

2nd step: Bayesian Shrinkage or no shrinkage

Just because the race slopes seem to vary by schools, can you say the slopes are random??? As far as I understand it (and correct me if you are a statistician), whether they are random or not is not really an empirical issue.  Only God knows.  The decision of calling the slopes random or not is what you decide to please the statistician in you. By saying that the race effects are randomly distributed, you are now entitled to utilize the great inventions of statisticians, which is Bayesian shrinkage. By assuming that the race effects coming from different schools are completely random, you can pull the observations to a grand average if the observations are lack precision (which is a kind of reliability).

So if you want to benefit from this statistician’s invention, you say “RANDOM.”  If not, say you don’t want to make this assumption.

Bayesian shrinkage is to process the already obtained school-specific race effects with some kind of filter, so to speak. The following is the simplest equation I pulled from Bryk and Raudenbush's HLM book.

Bayesian estimate = estimate * reliability (and reliability ranges from 0 to 1 and it is a function of number of observations in each school, and their variance.)

So if your school gives a very reliable measure of race effect (reliability=1), the original value for the race effect will be used. But if the race effect is poorly measured (maybe small sample problem? maybe too much variance?), that race effect will be pulled close to the grand average. In other words, Bayesian shrinkage is a way to penalize outliners that appear to be outliers because of imprecision in measurement. By so doing, HLM uses the grand average of all the race effects derived for different schools to "shrink" the estimate for that school.

What if you don’t want to use Bayesian Shrinkage?  In reality just by the fact that you are interested in HLM, you are mostly likely using Bayesian Shrinkage.  Of course you want to benefit from the use of it -- after taking a course in HLM and have purchased the HLM software or have invested in learning SAS PROC MIXED.

But just to be complete, if you don’t want to use Baysian shrinkage, but still you think race effect varies by school, then you will have to do the following.  If you are an HLM user, you will have to code a series of dummy variables to indicate schools and add them to both the modeling of the intercept and the race slopes.  Again in reality this is just too tedious if you have many schools.  The dummy variables will look like this:

SchoolID          SchoolA           SchoolB           SchoolC

SchoolA           1                      0                      0

SchoolB           0                      1                      0

SchoolC           0                      0                      1

…(and do this for 100 schools)

Level1:Math Score= b0 + b1*Race + error

Level2: b0=g00 + g01*schoolA + g02*schoolB …. + error00[1]

Level2:b1=g10 + g11*schoolA + g12*schoolB  … + error10

In SAS, the procedure itself is simple:

proc mixed ;

class race schoolID;

model score=race schoolID race*schoolID;

run;

Because you put schoolID in a class statement, SAS will treat schoolID as a categorical variable.  But in reality you don’t want to do that because your output will be too long to print out the estimates for 100 schools.

Anyways, when you don’t want to use Baysian shrinkage you can still (of course) estimate school-specific race effect.  You can use an old fashioned hand calculator to get a grand average of school-specific race effect.  (Or maybe do some kind of centering to the dummy variables?)  But it is not just so exciting.

Footnote: Also just because we use a series of dummy variables, we shouldn't think that fixed effects=dummy variables.  Even when estimating random effects, software, either HLM or SAS PROC MIXED, somehow uses a seiries of dummy variables.  The software somehow has to know which observation came from which school.  It is just that when dealing with HLM software, analysts themselves may have to dummy-code the ID variables (that indicate group units).

Second argument (This may be a stretch.)

Slight miscommunication occurs between statisticians and applied social scientists because statisticians are still interested in commonalities, while social scientists are interested in differences.  

A different way of saying the same thing is that statisticians are more interested in getting the precise estimates for g00 or g10 (grand-means), while social scientists are more interested in error components, like error00 and error10 below (namely school effects).

This was the equation.

Level1:Math Score= b0 + b1*Race + error

Level2: b0=g00 + error00

Level2:b1=g10 + error10

When statisticians are telling you about Bayesian shrinkage, they forget to tell you that their main interest is in getting the grand average of race effects that you derived for different schools (namely level-1 effects in the equation above). On the other hand, Social scientists who are not statisticians are generally more excited about differences rather than commonality (they are more excited about error terms like error00 and error10 and how they will get explained away).  So, while listening to statisticians talking about shrinkage, they don’t know what to make of it.  

I feel (maybe I have to read it again) that the HLM book by R and B is rather abrupt when introducing the topic of baysian shrinkage.  The book all of a sudden tells a story without telling you how they made a transition between a talk about random versus fixed effects and a talk about Baysian shrinkage.

The statisticians are not really thinking about the differences any more. Rather they are thinking of how to best utilize the information from the differences and how to come up with a very precise estimate of THE RACE EFFECT.

I think this subtle difference gets in the way of communication. When talking about Bayesian shrinkage, social scientists have no clue that the statisticians are now "ruining the differences" social scientists cherish. Imagine in school A minorities are experiencing alienation. But school A's information is not very accurate. Statisticians are doing their best to make a correction to that extreme value.

Okay, I admit that I am stretching this too much.  But if they have a choice, statisticians would rather see the slope variance to be smaller (so they can get THE race effect that is very reliable), while social science researchers would want to see race slopes being different by schools (so their research is more exciting).  Well, I do admit that I am again stretching just to make a point.  But at least sociologists of education, at least emotionally, won’t like extreme scores being pulled towards the grand mean.  It feels like a waste of information.

Now is "shrinkage" correct thing to do? If you want to utilize the great invention of statisticians, yes. But if you have to report the average race effect to the schools you surveyed, you wouldn't want to use the "shrunken" statistics, I would think. But I think this is debatable.

Third argument

Another difficulty that social scientists experience when reading what statisticians wrote about HLM is a little story they are told at the beginning of any HLM book or presentations.  Social scientists are told that you need HLM because errors are not independent for example, in, education data.  But this is not really why we need HLM.  Even without HLM we can take care of the problem of error dependence.  Using a set of dummy variables we saw earlier, we can remove the influence of schools from the residuals, so we can claim the residuals are now more or less independent.

SchoolID          SchoolA           SchoolB           SchoolC

SchoolA           1                      0                      0

SchoolB           0                      1                      0

SchoolC           0                      0                      1

…(and do this for 100 schools)

The example of such a modeling is this.

Level1:Math Score= b0 + b1*Race + error

Level2: b0=g00 + g01*schoolA + g02*schoolB …[2]

Level2:b1=g10

(But in reality the HLM software wouldn't run unless one of the level-2 equations are set random.  It would make more conceptual sense if it did.  It should be perfectly okay to have a model where all level-2 equations' random terms were non-existent.)

In SAS, you would use a class statement to run this model:

proc mixed ;

class race schoolID;

model score=race schoolID ;

run;

The concept associated with the word random has nothing to do with HLM’s advantage of fixing error dependency problem.  Whenever we hear the word random in HLM talk, it is about Baysian Shrinkage.  So I think the talk about hierarchical data structure and resulting error dependency should be talked about as an accidental benefit of using HLM, rather than the core reason for the use of HLM.

Addendum

Somewhere in the middle of my essay, I said that strictly speaking it should be possible to add an error term as a fixed effect.  Here by error term, I am talking about school-specific intercepts error00 in this equation:

Level1:Math Score= b0 + error

Level2: b0=g00 + error00

Using the HLM software, you click ON to add a random error term error00 and click OFF to get rid of it.  In the HLM software, you can only add school effects (i.e., school intercepts) as random errors.  But just conceptually it would make more sense if the software lets you add an error term as a fixed effect.  I already wrote about this, but SAS would let you do this.  I know nobody would seriously do this, but I do this just to make a point that technically it is possible to add error terms as fixed effects. 

School effects as random effects

proc mixed ;

class schoolID;

model score=;

random intercept /subject=schoolID;

run;

School effects as fixed effects

proc mixed ;

class schoolID;

model score=schoolID;

run;

Please let me know if I am any way mistaken (--> info@estat.us).  

